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Document Preface

Document Scope

The following document will provide a set of procedures, which will describe how the disaster recovery process is implemented and controlled for the NOVAPROD database. The NOVAPROD database is the production database located on the NOVA server, it is an Oracle v7.3.4 database running in archive log mode.

Document Audience

The audience for this document, will be the Database Administrator DBA, the Unix Systems Administrator and or any operator responsible for testing or performing a database recovery, in either a normal or disaster recovery environment.

Document Conventions

Bold type
Text in bold, is the text which should be typed by the operator performing the procedure

Italic
Text in italic indicates important notes.
Description of A Set of Oracle Instance Files

Control files


The control file stores information about the state of the database. Without the control file a database is corrupt. It is recommended that at least one mirror copy of the control file exists on a separate disk.

Redo Logs
Redo logs store a copy of all the transactions that take place on the database, they are used in the event of media failure to bring the database back to its most recently committed transaction. The redo log files are rolled through in sequence and therefore it is recommended that a database consists of at least 3 redo log files. It also recommended that redo logs are mirrored on separate disks.

Archive Logs

Archive logs are archived redo logs. Each time a redo log fills up and switches to the next log the old redo log is archived to the unix file system.

Data Files

Each tablespace in the database will be made up of at least one data file. The tablespace data files contain all the data stored in the database.

Configuration Files

The configuration files are used to specify the databases parameters. There is usually two configuration files, the init.ora and config.ora files. These files are manually maintained by the DBA and therefore in the event of loss or corruption they can be manually recreated.

The Filenames and Locations for the NOVAPROD Instance

The following filenames and figures were collected on the 6th April 1999, they are not static and are prone to change. To find out the latest tablespace file details use:

sign on to novaprod as oracle

cd /app/oracle/app/product/7.3.4/sql

sqlplus / @find_db_files
06th April 1999            NOVAPROD - Database Files.

File Type                File Name

------------------------ ----------------------------------------------------

1. Data Files            /ecass/oradata/novaprod/acctblspc.dbf

                         /ecass/oradata/novaprod/crptblspc.dbf

                         /ecass/oradata/novaprod/idxtblspc.dbf

                         /ecass/oradata/novaprod/novcrest.dbf

                         /ecass/oradata/novaprod/novcrest2.dbf

                         /ecass/oradata/novaprod/novcrest3.dbf

                         /ecass/oradata/novaprod/novcrestidx.dbf

                         /ecass/oradata/novaprod/novcrestidx2.dbf

                         /ecass/oradata/novaprod/ordtblspc.dbf

                         /ecass/oradata/novaprod/rbs01.dbf

                         /ecass/oradata/novaprod/rbs02.dbf

                         /ecass/oradata/novaprod/reftblspc.dbf

                         /ecass/oradata/novaprod/sdtblspc.dbf

                         /ecass/oradata/novaprod/stttblspc.dbf

                         /ecass/oradata/novaprod/system01.dbf

                         /ecass/oradata/novaprod/temp01.dbf

                         /ecass/oradata/novaprod/tools01.dbf

                         /ecass/oradata/novaprod/trdtblspc.dbf

                         /ecass/oradata/novaprod/users01.dbf

2. Log Files             /redo/novaprod/redo01.rdo

                         /redo/novaprod/redo02.rdo

                         /redo/novaprod/redo03.rdo

                         /redo/novaprod/redo04.rdo

                         /redo/novaprod/redo05.rdo

3. Control Files         /ecass/oradata/novaprod/control01.ctl,

 /ecass/oradata/novaprod/control02.ctl, 

 /ecass/oradata/novaprod/control03.ctl

4. log_archive_dest     /archive/novaprod

5. background_dump_dest /oracle/app/oracle/product/7.3.4/rdbms/log/novaprod

6. core_dump_dest    /oracle/app/oracle/product/7.3.4/rdbms/log/novaprod/core

7. user_dump_dest    /oracle/app/oracle/product/7.3.4/rdbms/log/novaprod/user

8. audit_file_dest   ?/rdbms/audit

Disaster Recovery Procedures

Introduction

Disaster Recovery for the Nova Production database ‘novaprod’, is performed by maintaining a standby database on the DR/Development server 'Starburst'. The standby database is constantly in recovery mode and should only be brought online in the event of a database failure at the production site. If the standby database is taken out of recovery mode and in effect becomes the actual production database, it cannot be returned to recovery mode without destroying and rebuilding it as a standby database.

The standby database is maintained by applying all the archive logs produced by the production database. Each time a redo log reaches capacity on the production database a log switch is performed and the redo log is archived. To ensure that the database can be recovered to within 15 minutes of becoming unavailable, a process called the archive_log_monitor runs throughout the online day on the production server. This process forces a log switch every 15 minutes and transfers the archived log(s) via an NFS link to the Starburst server. For more information on the archive_log_monitor process please see the 'Nova Operational Guide'

The following procedures will describe how to create and maintain the standby database.

Creating the Standby Disaster Recovery Database

The Nova standby database is the database that will be used in the event of the Nova production database becoming unavailable. The standby database resides on the Starburst Server and has the same name as the Nova production database - NOVAPROD. 

NB - The standby database can only be used as recovery for the production database, once the standby database has been activated (taken out recovery mode) it cannot be returned to a standby database without destroying and re-creating it.

1. Check that the following directories exist on starburst if they don't they will need to be created.
mkdir /ecass/oradata/novaprod
mkdir /redo/novaprod
mkdir /archive/novaprod
mkdir /oracle/app/oracle/product/7.3.4/rdbms/log/novaprod/core
mkdir /oracle/app/oracle/product/7.3.4/rdbms/log/novaprod/user


2. Ensure the production database is running in archive log mode.
Sign on to the nova server as oracle


ORACLE_SID=novaprod; export ORACLE_SID
svrmgrl
SVRMGR>connect internal;
SVRMGR>archive log list;

The following should show that the database is in Archive Log Mode.


3. Create the standby control file from the production database.
ORACLE_SID=novaprod; export ORACLE_SID
svrmgrl
SVRMGR>connect internal
SVRMGR>alter database create standby controlfile as 'control_stand.ctl';
 
The standby control file will be created in the ORACLE_HOME/dbs directory. If the control_stand file exists from a previous test, it will have to be deleted before Oracle will let you create a new one.

4. Archive all the current transactions in the production database.


SVRMGR>alter system archive log current

5. Shutdown the production database

SVRMGR>shutdown immediate
SVRMGR>exit


6. Ftp all the datafiles, redo logs, standby control file, and initialisation parameter files across to the DR server. All the files must go into the corresponding directories on the DR server. See section entitled – The Filenames and Locations of the NOVAPROD Database, for more details.

NB. The datafiles, redo logs and control file must be ftp'd in binary format
NB. The control_stand.ctl file should be copied into the same place as the other control files. e.g. /ecass/oradata/novaprod

7. Before starting the standby database in recovery mode the initialisation parameters must be changed to tell the database to use the standby control file.  On Starburst sign on as oracle.
cd /oracle/app/oracle/product/7.3.4/dbs
vi confignovaprod.ora
change the name of the control file from control01.ctl to control_stand.ctl
The lines mentioning control02.ctl and control03.ctl must be deleted.
save and exit the file.
 

8. Start up the disaster recovery database in recovery mode.


Signon as oracle

ORACLE_SID=novaprod; export ORACLE_SID
svrmgrl
SVRMGR>connect internal;
SVRMGR>startup nomount;
SVRMGR>alter database mount standby database;
SVRMGR>exit

9. Once the database has been mounted as a standby database, all archive logs generated by the production database will have to be applied immediately they are available. This will be performed by the database recovery task, which must be running at all times the standby database is up. Please see Maintaining The Standby Database for further details


Maintaining the Standby Database in Recovery Mode.

Once the standby database has been created it has to be maintained. Two processes the archive log monitor and the database recovery process are responsible for maintaining the standby database, these processes ensure that the standby database is recoverable to within fifteen minutes of losing the production database. 

ARCHIVE LOG MONITOR PROCESS

Server

: NOVA

Filename 
: /oracle/app/oracle/product/7.3.4/bin/archive_log_monitor.ksh

Log File

: /oracle/app/oracle/product/7.3.4/logs/archive_log_monitor.log

The archive log monitor process is a korn shell script which runs on the production NOVA server, the code for the shell script can be found in the bin directory situated off of the oracle home directory. The process is stopped and re-started each evening by the full backup task. This ensures that the archive log monitor is running whenever the production database is available.

The archive log monitor forces a redo log switch every 15 minutes. When a log file is switched Oracle automatically archives the redo log to the destination specified in the database’s init.ora file. The destination currently set for the novaprod database, is a separate disk mounted as /archive. After performing the log switch the archive log monitor sleeps for 60 seconds to ensure Oracle has archived the redo log. The archive log monitor then moves the archive log to the NFS mounted directory /archive/novaprod/done, and also the backup directory /archive/novaprod/copy. The archive log moved to ../../done is picked up by the database recovery process and applied to the novaprod standby database. After performing this set of functions the archive log monitor goes to sleep for 15 minutes before repeating the procedure.

· To check to ensure the archive log monitor process is running either:

Sign on to NOVA as oracle

Type – ps –ef | grep archive_log_monitor
This should return:

oracle 10350     1  0 22:04:40 ?        0:00 /bin/ksh oracle/app/oracle/product/7.3.4/bin/archive_log_monitor.ksh

oracle 17358 17114  0 09:22:04 pts/1    0:00 grep archive_log_monitor

or

Sign on to NOVA as oracle

Type – status
This will show whether the ALM (Archive Log Monitor) is stopped or running.

· Should for any reason the archive log monitor not be running during the online day, it can be manually started by:

Sign on to NOVA server as oracle
cd /oracle/app/oracle/product/7.3.4/bin
Type – start_archive_log_monitor.ksh


DATABASE RECOVERY PROCESS

Server

: STARBURST

Filename 
: /oracle/app/oracle/product/7.3.4/bin/database_recovery.ksh

Log File

: /oracle/app/oracle/product/7.3.4/logs/database_recovery.log

The database recovery process is a korn shell which runs on the standby disaster recovery server STARBURST. The process is stopped and re-started by the full backup task, which runs every evening Monday to Friday. This ensures that the database recovery process is always running whilst the NOVAPROD standby database is up.

The database recovery process checks every minute for archive log files in the /archive/novaprod directory whenever it finds a file or files, it performs a database recovery. The database recovery applies all available archive logs to the NOVAPROD standby database. After applying the logs it performs a number of checks to ensure the archive logs have been applied successfully. If for any reason an archive log is not applied or applying an archive log fails, a warning message is displayed in the database_recovery.log and the Oracle DBA is E-Mailed. 

· To check to ensure the database recovery is running on Starburst, either:

Sign on to Starburst

Type – ps –ef | grep database_recovery
This should return

oracle  9024     1  0 05:48:31 ?        0:04 /bin/ksh /oracle/app/oracle/product/7.3.4/bin/database_recovery.ksh

oracle 17068 14909  0 09:39:16 pts/5    0:00 grep database_recovery

or

Sign on Starburst as Oracle

Type – status
This will show whether the DBR (DataBase Recovery) process is stopped or running.

· Should for any reason the database recovery process not be running during the online day, it can be restarted by:

Sign onto Starburst as oracle

cd /oracle/app/oracle/product/7.3.4/bin

start_database_recovery.ksh

Adding datafiles to the Production database.

If a new datafile is added to the production database, it will have to be manually added to the standby database.  If for whatever reason the DBA has not added the datafile to the standby database then the following should be done.

The database_recovery log file will indicate which datafile is missing.

Sign on to starburst as oracle

ORACLE_SID=novaprod; export ORACLE_SID

svrmgrl

SVRMGR>connect internal;

SVRMGR>alter database create datafile ‘/ecass/oradata/novaprod/newdatafilename.dbf’;

SVRMGR>exit;

The database_recovery shell script should carry on applying any outstanding archive logs.

Activating the standby database in the event of a DR.

In the event of a Disaster the use of the production novaprod database will cease and activating the standby database will be necessary. Under normal disaster circumstances the archive_log_monitor process running on the Nova will of course not be running, but under test circumstances it will be preferable (but not essential) if this process is stopped first. This can be stopped by:

Sign on to Nova as oracle

cd /oracle/app/oracle/product/7.3.4/bin/stop_archive_log_monitor.ksh

use the oracle status command to ensure the ALM (Archive Log Monitor) is stopped.

IMPORTANT NOTE

If the standby database is being bought online for test purposes, the database becomes a valid production database. Returning the database to a standby database can only be performed by destroying and re-creating a new standby database –see creating the standby database procedure.

To activate the standby database, perform the following procedure:

1. Ensure the database recovery task has processed the last available archived redo log file, this can be ensured by checking there are no files on the starburst server in the /archive/novaprod directory. When all the archive logs have been applied stop the database recovery process.

Sign on to starburst as oracle

cd /oracle/app/oracle/product/7.3.4/bin/

stop_database_recovery.ksh

check it has been stopped by entering the status command and ensuring the DBR (DataBase Recovery process) is stopped.

2. Activate the standby database by performing

ORACLE_SID=novaprod; export ORACLE_SID

svrmgrl

SVRMGR>connect internal;

SVRMGR>alter database activate standby database;

SVRMGR>shutdown;

SVRMGR>startup;

SVRMGR>exit;

If any error messages are displayed the Oracle DBA should be contacted.

The standby database will now be online and available to users, the database will be current to within 15 minutes of the production database becoming unavailable.

Archive Log Housekeeping

Introduction

As archive logs are produced by the archive log monitor, at least one every fifteen minutes it is necessary to purge the archive logs on a regular basis. The following  information is only meant as a guideline to the archive log housekeeping processes for further information please see - 'Nova Operational Guide'

Housekeeping Process

There are two separate archive log housekeeping processes, one runs on the NOVA server and the other on the STARBURST server. The two processes run each morning from Oracles crontab file. The archive log housekeeping scripts are located in the /app/oracle/app/product/7.3.4/bin directory and are called archive_log_hk.ksh on both servers.

The housekeeping task which runs on the NOVA server checks the /archive/novaprod/copy directory, which is the directory which contains a copy of all the archive logs, copied across via the NFS link, to the STARBURST server.  Any archive log files that are in the .../copy directory and are older than 4 days are deleted, a list of all the files that have been deleted is kept in the arch_files.lst file which can be found in the /archive/novaprod/copy directory.

The archive_log_hk.ksh process which runs on the Starburst server works in  exactly the same way as the process on Nova, except it deletes all the applied archive logs that reside in the /archive/novaprod/applied directory and are older than 1 day.
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